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Practical Ethics for Building Learning Analytics  

 

Abstract 

Artificial intelligence and data analysis (AIDA) are increasingly entering the field of education. 

Within this context, the subfield of Learning Analytics (LA) has, since its inception, had a strong 

emphasis upon ethics, with numerous checklists and frameworks proposed to ensure that student 

privacy is respected and potential harms avoided. Here, we draw attention to some of the 

assumptions that underlie previous work in ethics for LA, which we frame as three tensions. 

These assumptions have the potential of leading to both the overcautious underuse of AIDA as 

administrators seek to avoid risk, or the unbridled misuse of AIDA as practitioners fail to adhere 

to frameworks that provide them with little guidance upon the problems that they face in 

building LA for institutional adoption. We use three edge cases to draw attention to these 

tensions, highlighting places where existing ethical frameworks fail to inform those building LA 

solutions. We propose a pilot open database that lists edge cases faced by LA system builders as 

a method for guiding ethicists working in the field towards places where support is needed to 

inform their practice. This would provide a middle space where technical builders of systems 

could more deeply interface with those concerned with policy, law and ethics and so work 

towards building LA that encourages human flourishing across a lifetime of learning.  
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Structured practitioner notes 

What is already known about this topic 

 Applied ethics has a number of well established theoretical groundings that we can use to 

frame the actions of ethical agents, including, deontology, consequentialism and virtue 

ethics. 

 Learning analytics has developed a number of checklists, frameworks and evaluation 

methodologies for supporting trusted and ethical development, but these are often not 

adhered to by practitioners. 

 Laws like the General Data Protection Regulation (GDPR) apply to fields like education, 

but the complexity of this field can make them difficult to apply. 

What this paper adds 

 Evidence of tensions and gaps in existing ethical frameworks and checklists to support 

the ethical development and implementation of learning analytics 

 A set of three edge cases that demonstrate places where existing work on the ethics of AI 

in education has failed to provide guidance  

 A ‘practical ethics’ conceptualisation that draws on virtue ethics to support practitioners 

in building learning analytics systems 

Implications for practice and/or policy 

 ·Those using AIDA in education should collect and share example edge cases to support 

development of practical ethics in the field 

 A multiplicity of ethical approaches are likely to be useful in understanding how to 

develop and implement learning analytics ethically in practical contexts      
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Introduction 

Artificial Intelligence and Data Analytics (AIDA)  is increasingly entering education: 

Standardised tests such as PISA1 evaluate student performance around the world (Sellar, 

Thompson and Rutkowski, 2017); academics are appointed and promoted based upon 

satisfaction scores sourced from students (Kitto, Williams and Alderman, 2019); machine 

learning predicts which students might be at risk of failure based upon various datasets (Gašević, 

Dawson, Rogers and Gasevic, 2016); text analysis can give students real time feedback on their 

writing (Shibani, Knight, et al., 2017; Gibson, Aitken et al., 2017); intelligent tutoring and 

adaptive learning systems are leveraged to personalise content delivery (Feldstein and Hill, 

2016); and companies and consortia such as Google, Burning Glass, Salesforce, IMS Global and 

ADL are marketing data, standards, and suites of new tools to institutions (Kitto, O’Hara, et al., 

2019).  

A negative lens is often automatically applied to AIDA, where ethical concerns are 

framed in terms of potential harms, but we can see from the above list that AIDA also opens up 

many opportunities. Indeed, as Floridi et al. (2018) state: 

AI can be used to foster human nature and its potentialities, thus creating 

opportunities; underused, thus creating opportunity costs; or overused and 

misused, thus creating risks. (p690).  

Care is required to ensure that these exciting new techniques are implemented in a way that is 

valid, maintains human agency, and does indeed improve outcomes for humans.  

                                                 
1
  Programme for International Student Assessment: http://www.oecd.org/pisa  

http://www.oecd.org/pisa
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This has been recognised in the field of Learning Analytics (LA), where we see ongoing 

attempts to elaborate upon the tensions that arise in applying methods from AIDA to the field of 

education. For example, early work by Slade and Prinsloo (2013) provided a sociocritical 

perspective on the field using an ethical framework of six principles which point to the 

complexity of defining concepts such as student success. Since then, a substantial amount of 

work has been completed by various groups in the field, proposing for example, more principles 

(Pardo and Siemens, 2014), checklists (Drachsler and Greller, 2016), evaluation frameworks 

(Scheffel, 2017) and studies of student preferences (Roberts, Howell and Seaman, 2017).  

However, much of this work on ethics has been completed in the abstract, independent of 

concrete cases. Here, as people who have been actively involved in building LA tools in a higher 

education context over a number of years (Kitto, Cross, Waters and Lupton, 2015; Shibani, 

Knight, et al., 2017; Gibson, Aitken et al., 2017; Kitto, Buckingham Shum and Gibson, 2018), 

we will consider the ways in which various ethical framings inform practice in LA, highlighting 

gaps that those building AIDA for education are likely to encounter in attempting to adopt an 

ethical approach to LA. We draw attention to three tensions that we have encountered in building 

LA infrastructure, demonstrating that there is a gap in existing approaches through the use of 

three edge case scenarios which help us to explore these tensions. This will motivate a proposal 

for the publication of an open access database of more edge cases that can be sourced by those 

working on the ethics of AIDA in education to encourage closer collaboration between system 

builders and those seeking to provide ethical guidance to them. While the discussion that follows 

concentrates upon the higher education context, and adult learners specifically, we consider 

many of the issues we discuss to be general to all educational uses of AIDA. Those building 

AIDA based approaches for other educational contexts with minors will face similar issues, 
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although may find themselves choosing to adopt different ethical positions. The database that we 

propose is intended to be generally applicable to all contexts.  

First however, what precisely is the point of using AIDA in education? Although it is 

difficult to ignore the large amount of work which has sought to define metrics of performance 

that are increasingly market driven and commercial in nature (Williamson, in press), we would 

do well to heed the warning of Gašević, Dawson and Siemens (2015), that “Learning analytics 

are about learning”. Indeed, there can be a tendency for those implementing AIDA based 

approaches to lose sight of the bigger picture of the domain that they are trying to assist, and so 

to overemphasise better methods for automation, classification, recommendation etc. To date, 

very little evidence has been gathered suggesting that LA does indeed improve learning 

outcomes (Ferguson and Clow, 2017), a weakness that the field is now devoting significant 

resources to addressing.  

There are many competing visions for the future of LA (Ferguson, et al., 2016), and little 

attention has so far been paid to how these varying visions drive the ethical choices we make. As 

a result of this ambiguity, the field has tended towards a “do no harm” perspective that seeks to 

protect privacy, but what does this omit? As is well argued by Floridi et al. (2018), it is quite 

possible that AIDA will be underused due to excessive caution and misplaced fear about how it 

might be misused, resulting in a loss of its potential benefits. What ethical framings can help us 

to explore this tension? 

Ethical approaches to AIDA in education 

Recent years have seen growing interest in protecting the rights of people as AIDA 

becomes mainstream throughout society, an important contribution given the stories of black box 

algorithms and biased profiles that have already started to emerge (Pascale, 2015). Rather than 
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dwelling on the widely publicised failures of AIDA, here we will consider three theoretical 

lenses which could be applied when designing ethical approaches to LA. This can be linked to 

three major branches of ethics: 

Consequentialism, holds that choices should be morally assessed solely by the states of 

affairs that they bring about (Alexander and Moore, 2016). An ethical action thus serves to 

increase ‘The Good’ in some way (either directly or indirectly), with various branches of 

consequentialism defining what ‘The Good’ is in different ways, along with how it should be 

accounted for. Consequentialism often defines a set of rights and duties that act to minimise 

harms and maximise utility across contexts. Ethical agents should seek to maximise ‘The Good’, 

and will be judged upon the final state of affairs that they bring about. 

Deontological approaches, in contrast, put forward normative theories that some choices 

cannot be justified by their effects, and should be morally forbidden regardless of their 

potentially positive consequences (Alexander and Moore, 2016). Ethical agents should abide by 

a set of rules and principles, and it is in the proper application of these rules that ‘good’ decisions 

are made (rather than in the consequences of these actions).  

Virtue ethic approaches, in contrast to deontic and consequentialist approaches, 

emphasise the development of stable dispositions to act virtuously. Virtue approaches thus work 

to reorient the focus from principles or rules that might be in tension with each other, or upon 

emphasising a particular set of consequences to the detriment of others, and towards a focus on 

reasoned tendencies to act. That is, while consequentialism focuses on outcomes of actions, and 

deontology on application of rules, virtue ethics approaches focus upon those undertaking the 

actions, their character or dispositions, and reasoned action. This shifts emphasis to those 

undertaking the action (i.e., developers, researchers, instructors, etc.), their character, and in 
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recent accounts of virtue, their benevolence or ethics of care towards those around them. The 

implications of virtue based approaches are starting to be considered in the field of education 

(e.g., Baehr, 2011; Kotzee, 2013), but are yet to gain widespread traction. However, we will 

show here that they have an important role to play in LA, through their potential to provide 

practitioners with a nuanced ethical framing that encourages responsibility to work towards more 

a reasoned implementation of their tools and approaches. While we do not claim that virtue 

based approaches are the only sensible framing of ethics in education, we seek to demonstrate 

here that they provide system builders with a useful lens from which to critique the infrastructure 

that they (and others) are creating. We shall do this by considering a set of ethical tensions and 

edge cases that are starting to beset the LA community. 

The tensions in conducting learning analytics research 

As participants in a field of research, learning analytics practitioners are subject to the 

application of explicit research ethics codes when developing prototype tools and techniques. 

These are derived from, for example: the National Statement (in Australia), and the Common 

Rule (in the US), as well as individual discipline specific research ethics codes (such as the 

British Psychological Society’s). In common across these approaches is a focus on research that 

respects a set of defined rights revolving around basic ethical principles, which are concisely 

identified in the US Belmont Report2 through three basic principles: 

 Respect for persons: Research should respect participants’ dignity and autonomy, 

with particular protections in place for those who have diminished autonomy (e.g. 

children) 

                                                 
2
 https://www.hhs.gov/ohrp/regulations-and-policy/belmont-report/index.html 
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 Beneficence: Research must minimise risks of harm to participants and maximise 

benefits  

 Justice: Research should distribute the benefits and costs of research fairly. 

In order to assess the ethical basis of proposed research, institutional review boards and human 

research ethics committees evaluate research proposals to determine if these principles are 

followed. However, this immediately leads to a tension for LA practitioners which is not well 

managed by these principles: 

Tension 1: How do we balance consequential risks of harm and benefits in learning 

analytics?  

This tension describes the trade-offs – common to all human research – inherent in application of 

consequentialist principles; how are we to balance each principle, and in particular how are we to 

balance the minimisation of harm and the maximisation of benefits? In our view learning 

analytics has tended to emphasise the former with relatively little discussion of the latter. 

Concrete examples of navigating this tension are needed.  

Implementing learning analytics ethically at the level of an institution 

LA has proposed a number of ethical approaches that are aimed at scaling LA adoption 

across an institution (see e.g. Slade and Prinsloo (2013), Pardo and Siemens (2014), Drachsler 

and Greller (2016) and references therein). In each case recommended codes for acting have 

been created by experts in the field (sometimes with consultation). For example, the DELICATE 

checklist proposed by Drachsler and Greller (2016, see Figure 1 below), is suggested as 

something that should be “applied by researchers, policy makers and institutional managers to 

facilitate a trusted implementation of Learning Analytics.” (p. 89).  
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Figure 1: The DELICATE checklist. 

At an institutional level, some universities3 and at least one national body4 have now 

developed clearly worded policies for students, which explain the ways in which student data, 

                                                 
3
 University policies on the use of student data, designed for students to read: The Open University 

http://www.open.ac.uk/students/charter/essential-documents/ethical-use-student-data-learning-analytics-policy and 

Edinburgh University https://www.ed.ac.uk/files/atoms/files/learninganalyticsprinciples.pdf  

http://www.open.ac.uk/students/charter/essential-documents/ethical-use-student-data-learning-analytics-policy
https://www.ed.ac.uk/files/atoms/files/learninganalyticsprinciples.pdf
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and the algorithms analysing it, will and will not be used. These policies do not just provide 

information to students, they are intended to provide guidance for practitioners building LA 

tools, and in some cases are readily updateable as appropriate.5 We expect to see more of this 

important work emerging in institutions around the world in coming years. 

Perhaps the most widely discussed framework that applies to institutions in this context is 

a legal one provided by the European General Data Protection Regulation (GDPR - see 

https://gdpr-info.eu/), which was adopted on 14 April 2016, and became enforceable from 25 

May 2018. Identifying data controllers (who collect the data of EU residents), and data 

processors (who process the data collected by controllers), it provides a set of rules that must be 

followed to protect the rights of data subjects who generate personal data through their actions in 

the world (Chapter 3, https://gdpr-info.eu/chapter-3/). The GDPR takes a very broad definition of 

personal data, deeming it to be any information that enables an individual to be identified, (e.g. 

name, address etc., but also photos, IP addresses, emails, posts on social networking sites, 

medical information etc.). This framework mandates data protection by design, requiring that 

controllers of personal data must “implement appropriate technical and organisational measures 

for ensuring that, by default, only personal data which are necessary for each specific purpose of 

the processing are processed.” (Article 25, https://gdpr-info.eu/art-25-gdpr/). As a regulation, the 

GDPR is directly binding and applicable, and educational institutions, as both data controllers 

and processors, are required to follow it or risk legal repercussions that could entail significant 

financial costs. Any institution making use of personal data generated by data subjects covered 

                                                                                                                                                             
4
 UK JISC: Joint Information Systems Committee 

https://www.jisc.ac.uk/sites/default/files/jd0040_code_of_practice_for_learning_analytics_190515_v1.pdf  
5
 For example the Open University’s policy on the ethical use of student data explicitly states that “Aspects of this 

policy will be reviewed every two years with a more extensive review to align with wider Teaching and Learning 

Policy reviews, to ensure fitness for purpose” (p11). This means that there is a clear pathway for updating the policy 

to ensure that it aligns with the rapidly evolving possibilities afforded by AIDA. 

https://www.jisc.ac.uk/sites/default/files/jd0040_code_of_practice_for_learning_analytics_190515_v1.pdf
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by the GDPR (specifically defined as any person within the borders of the EU at the time their 

personal data is processed6) is deemed to be a data controller and so potentially answerable to 

this legislation and the ethical framework that it imposes.  

However, frameworks like the GDPR and DELICATE are not always easy to reconcile. 

For example, in applying DELICATE and anonymising our data, we run the very real risk that 

data subjects will lose their GDPR based rights to object, and to rectify AIDA based decisions. A 

new tension emerges for those building infrastructure: 

Tension 2: How do we balance conflicting regulatory principles and frameworks in 

learning analytics implementation?  

Conceptual issues in applying ethics codes to practical problems 

In navigating tension 2 we often find that frameworks apply differently over different 

contexts. For example, the GDPR has different applications in research (creating and prototyping 

learning analytics) as compared to institutional purposes (delivering a public benefit through 

educating students), a challenge given the oft blurred lines between the two that arises in fields 

like learning analytics.  

A significant challenge in exploring the ethics of AIDA arises from the very complexity 

of the education system itself (Yi-Shan, Poquet, et al., In press) where conflicting claims and 

rights often arise, both between individuals, and between the individual and institutions which 

are obligated to report data to governments etc. For example, where codes and checklists might 

be taken to provide a deontological approach in the application of rules about the privacy of 

students, there is a concern that this decreases opportunity for positive educational outcomes (a 

point to which we shall return shortly), especially if a naive approach is adopted to implementing 

                                                 
6
 https://cybercounsel.co.uk/data-subjects/ 
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privacy. That is, students could be unintentionally denied potential benefits, so returning us to the 

problems associated with Tension 1.  

In contrast, consequentialism can be considered as overly permissive (Alexander and 

Moore, 2016). If ‘The Good’ of a population increases then consequentialism allows for 

subpopulations to be harmed. For example, individual students who would like to access their 

data might be told that this is not possible due to a policy of anonymisation that is carried out to 

protect the population. Furthermore, consequentialist approaches often fail to acknowledge that 

what we deem as ‘The Good’ could evolve over time, a problem that leads us to an uneasy 

question: who precisely has the right to define ‘The Good’? To date this has tended to be an 

industry body, or experts in the field, sometimes with involvement from a set of data subjects. 

This sample is also often small, and those building LA tools tend to make implicit assumptions 

about what is desirable (so inadvertently implementing ‘The Good’ with no oversight). How can 

we work to make explicit the ethical positions of the LA community and ensure that they are 

representative? 

This blurring between research and core institutional business carries over concretely into 

the status of learning analytics itself. Is it a research instrument, or an implementation of 

institutional teaching and learning? This brings us to our final tension 

Tension 3: How should we navigate blurred lines between learning analytics as research, 

and learning analytics as institutional intervention and business as usual? 

Of the studies that have been conducted using students and/or their data in LA, some have 

been covered by ethical review, but many have not. More clarity is required about this distinction 

for the field of LA, a point that we will return to shortly with an edge case. However, the 

approval of an AIDA-dependent procedure by an ethical review process does not guarantee that 
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it is ethically appropriate to scale it. Indeed, scaling research projects in LA to institutions and 

beyond opens up a new range of ethical problems. For example, most research committees 

require that participants provide informed consent for participation, a sentiment that has 

permeated much of the literature in LA; in contrast, it is clearly absurd to require informed 

consent for every change made in the context of a classroom teaching environment (and indeed, 

we are not aware of any instructors that take this dramatic step, with or without learning 

analytics). How might we work to deliver ethical solutions at all of the scales to which learning 

analytics and AIDA is applied; from research prototypes to institutionally adopted tools that are 

treated as business as usual?  

A need for practical ethics in LA 

Questions have been raised about the utility of codes of conduct in changing the practice 

of those building software systems. Indeed, McNamara, Smith, and Murphy-Hill (2018) recently 

demonstrated that the ACM code of ethics7 had no discernible impact upon the decisions made 

by 63 software engineering students and 105 professional software developers in responding to a 

set of 11 ethical vignettes. It is likely that similar results would be found for the many checklists 

and best practice approaches that have been proposed in LA, although this is an area where well-

grounded research is desperately required. One attempt to bridge this gap is provided by 

Johannes and Thille (in press) in this volume, with a report on interviews with data infrastructure 

builders about their attitudes to the social and ethical issues confronting big data. 

A core weakness of many approaches proposed to date lies in their lack of enforceability: 

if a practitioner or company developing an AIDA product chooses not to follow a code of 

conduct then very little censure will ensue. Such rogue behaviour tends to occur in new areas 

                                                 
7
 https://www.acm.org/code-of-ethics 
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with less ethical grounding, and fields that apply AIDA are no exception. It is difficult for codes 

of conduct, laws, and checklists to anticipate all of the scenarios that might arise in a new and 

rapidly evolving field. Rather, these approaches often adopt a more retrospective position, 

considering what has gone before ahead of what might be in the future. A significant exception to 

this scenario is provided by Floridi, et al. (2018), who instead take a position grounded in virtue 

ethics and work to combine insights across those provided by various professional bodies and 

industry representatives. Their AI4People collective delivers a “Unified Framework of Principles 

for AI in Society”, consisting of 20 recommendations that could be followed by those working 

on implementing AIDA in any field of interest. A similarly interesting approach has arisen from a 

partnership between the Institute of the Future, and the Tech and Society Solutions Lab, who 

have provided an Ethical OS approach8 which, helps solutions builders to anticipate ways in 

which their technology might be misused into the future. Although both remain unenforced, we 

consider these approaches to be remarkable for their forward focus. Interestingly, both 

approaches could be interpreted as virtue based – they provide solution builders with tools for 

helping them to act virtuously in an increasingly complex and changing environment.  

We propose that virtue based approaches provide a highly useful lens for addressing the 

complexities inherent in the tensions discussed above. This approach shifts from the need to 

demonstrate breach of some deontological right or consequentialist harm to an individual 

(Grodzinsky, 2017). Instead, the focus moves from the person being acted upon, to the actor who 

built the AIDA tool and their virtuous (or otherwise) approach to doing so (van der Sloot, 2014). 

The emphasis has shifted to a solution builder’s character (as benevolent) rather than the 

outcome that they generate (beneficence). This shift in emphasis provides conceptual resources 

for moving from negative (freedom from) to positive (freedom to) approaches to LA; that is, 

                                                 
8 https://ethicalos.org/ 
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from harm avoidance, and towards using technology to develop ourselves and students. Virtue 

based approaches imply that LA system builders should consider positive freedom as a means to 

actively support the flourishing of lives. In this context, virtue ethics also promotes the 

importance of both intent and development. While reasoned intent matters in understanding the 

ethical ramifications of an action, this intent must include a desire to obtain sufficient 

information to engage in reasoned action, and to develop one’s capacity to reason in an ethical 

way. As such, virtue ethics provides conceptual resources for understanding the significance of 

reflective action, and therefore the development or improvement of technological resources 

within an ethical framework. Because of this emphasis on human reason and flourishing, virtue 

ethics has implications not only for how we use technology, but also why, and with whom. As 

such it provides a theoretical basis for including stakeholders in developing and deploying 

technologies that will impact upon them directly. It is by its nature a practical ethics: 

We are not studying in order to know what virtue is, but to become good, for 

otherwise there would be no profit in it. (NE II.2)  

To assist in the development of a practical ethics grounded in virtue approaches, we note 

the potential of the ACM’s provision of a set of 6 case studies on “using the code”9 of ethics they 

developed for the profession. These help people to understand how ethics should be applied in 

real world scenarios. While these cases are not specific to education, they open up a new avenue 

for LA as it seeks to build ethical AIDA based solutions. 

Three case studies in applying AIDA 

How might we start to provide more support for those who would like to ethically build 

LA tools that can scale beyond small scale research projects? While existing frameworks provide 

                                                 
9
 https://ethics.acm.org/code-of-ethics/using-the-code/ 
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some guidance, there are significant challenges in applying them to many real life scenarios, as 

we will now highlight using three “edge case” studies which foreground the tensions we have 

introduced above. This approach will help us to explore the intricacies associated with actually 

building LA systems from an ethically sound position. 

Edge case 1: Research, practice, and prior consent 

How do we know whether a given LA application should be covered under the rules 

relevant to institutional core business, research, or something else? This – the third tension 

described above – is often a very difficult question to answer, and can result in maladaptive 

practice, where for example research in LA is designated as core business and no oversight from 

an ethics committee is sought, which results in little control for subjects over their participation 

in a LA study.  

Such uncertainty often arises when evaluating the impact of innovative teaching 

approaches. If the evaluation is a research study then there is an expectation that materials are 

provided in advance, and that students consented. However, such materials are often created by 

educators ‘on the fly’, and this more informal approach may result in important evaluation not 

being disseminated. Similarly, it is not clear whether educators, who often co-design analytics 

with LA practitioners and implement them - a process of research interest in itself - are 

participants, or co-investigators. Does respect for dignity and autonomy require (deontological) 

explicit consent (and the commensurate definition of procedures) or can these goods be 

maximised through participatory approaches with shared gains? 

This is a familiar problem in medical fields using stakeholder partnership studies (see for 

example, Goodyear-Smith, Jackson, and Greenhalgh, 2015), where there is a tension between the 

requirement for research ethics to register materials and procedures in advance, and the emergent 



PRACTICAL ETHICS FOR BUILDING LEARNING ANALYTICS 

 

nature of such work. As LA commonly seeks to create technologies by partnering with 

stakeholder academics as both partners and collaborators, it is not clear what roles these 

academics should take (Knight, Shibani, and Buckingham Shum, 2018). While such work 

requires flexibility, it is important that it does not introduce potential to ‘move goalposts’ in more 

traditional research. Goodyear-Smith, Jackson, and Greenhalgh (2015) propose four steps to 

support ethics processes in health integration and co-design research, which apply well to LA if 

implemented as a practical, virtue based, approach: 

1. ethics committees should acknowledge the diversity of research, and engage in 

discussion around the way different kinds of research can be conducted ethically 

2. researchers should engage in fruitful discussion around conducting co-design and 

implementation research ethically 

3.  ethics committees and researchers should seek to acknowledge and develop ways to 

recognise and support reciprocity in co-design between stakeholders 

4. data should be gathered regarding the kinds of ethics application received by ethics 

committees, and the potential learning from this disseminated.  

As few education institutions have policies supporting the transition from prototyping or more 

controlled experiments to implementation and integration studies, these steps provide us with 

guidelines about how these types of transitions could be managed. Such an approach would help 

to facilitate a more virtues based discussion between those implementing LA at an institution and 

the ethics boards that supervise their preliminary research. 

Edge case 2: Individuals with conflicting claims (collaborative learning) 

Collaborative learning offers many AIDA based ethical dilemmas that are largely unique 

to the field of education. For example, as noted in introducing our second tension, LA in group-
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based learning scenarios is a difficult topic to navigate within the context of the GDPR. What if, 

within a group, student A requests a record of their interactions with team members that can help 

them to demonstrate e.g. their communication and collaboration skills (so calling upon Article 20 

- Right to data portability), but then student B demands that this data be deleted a year later (so 

calling upon Article 17 - Right to erasure)?  

At present it is not possible for most universities to even deliver portable data to 

individual students, and so the current emphasis remains upon student privacy, de-identification 

and erasure. However, with an increasing interest in personalisation (Feldstein and Hill, 2016), 

and personal user models for lifelong learning (Kay and Kummerfield, in press) it is likely that 

such conflicting claims will become more common, and so this is an area that LA should 

proactively work to address.  

The GDPR provides balancing clauses which clarify that data portability can only be 

exercised “without prejudice” to the right to be forgotten (which is given prevalence), and must 

not adversely affect the rights of others, but judges will likely need to rule on a case by case basis 

as to how this should be interpreted (De Hert, Papakonstantinou, Malgieri, Beslay, and Sanchez, 

2018). How then can LA practitioners ethically proceed while we wait for the legal status of 

these conditions to become clearer? To comply with GDPR we would need to build 

infrastructure that enables this type of post hoc deletion, and this would have impact upon the 

types of lifelong learning stores we might create. And yet we are not aware of any ethical work 

which has provided us with guidance on what forms such a model could take. To date the 

tendency in LA has been to prioritise harm minimisation over the right of the student who 

demands portability. For example, the DELICATE checklist insists that data be anonymised and 

that privacy be the principle right to be respected. This is hardly surprising given the background 
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of that checklist (which was heavily influenced by a consideration of the EU Data Protection 

laws), but no justification has been provided for the potential harm that comes from deleting data 

that could help to navigate a complex lifetime of learning (see below). Navigating these tensions 

cannot be resolved by high level principles or consequential aims alone. Development of 

scenarios and cases that support the community in its thinking is an important component of 

developing as a field, and would help  to nurture practical reasoning across the community. This 

is a ripe area for future research that has been neglected to date.  

Given the emergent nature of LA, most use cases are underspecified, and evolve through 

design iterations, in complex social contexts, which are inherently unpredictable. Virtue ethics 

provides us with an interesting way forwards for these underspecified scenarios, as it places the 

ethical burden upon those building LA. We have an obligation to work carefully towards finding 

ways in which we might enhance the flourishing of all individuals, and in particular to obtain 

more information about how we might resolve their potentially conflicting claims in a way that is 

mutually beneficial. How might this be achieved? One solution to managing conflicting claims 

might involve the de-identification of all other students’ data from a personal data store (PDS) 

managed by each student (perhaps using the PUML approach proposed by Kay and Kummerfield 

(in press) in this volume). The PDS would enable data portability, without necessarily singling 

out other students. Individual students could then choose to share evidence from their PDS, or 

not, as appropriate. Proposals such as these are largely unexplored by the ethical approaches 

discussed in LA to date, and require much more elaboration than space here permits. For 

example, should students be forced to share PDS data? What if text analysis were added using 

data generated in publicly accessible archives (e.g. Twitter, or GitHub)? PDSs with data like this 

could potentially lead to the re-identification of students who had chosen not to share their data. 
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If a bad actor was collecting such information then this could lead to adverse outcomes for 

students, another problem that requires extensive study. We see relatively little work examining 

the ethical conundrums raised by this complex nexus of problems in the LA community.  

Edge case 3: Data linking, profiling, and lifelong learning 

Profiling is an everyday human activity that is both difficult to avoid, and dangerous to 

overindulge in. It is also incredibly useful to those building AIDA. Profiling and classification 

can provide just in time support to students based upon their past behaviour (Pardo, Bartimote et 

al., 2018), give adaptive instruction during formal study (Feldstein and Hill, 2016), and help in 

the construction of learner models that help people to learn over a lifetime (Kay, 2008). It can 

also lead to bias and inappropriate stereotyping, both in education (Slade and Prinsloo, 2013) and 

beyond (Broad, 2018; Pasquale, 2015). The accuracy of a profile can often be significantly 

improved with more data, which is one of the reasons why various social media companies have 

worked so hard to link data from their users as they seek to target advertising to specific 

demographics. The need to link data and profile people is often challenged by privacy advocates 

(Zuboff, 2019), but this argument fails to appreciate the value for users that comes with these 

approaches. For example, to evolve adaptive learning from its current largely product based 

methodology to a practice based one (Feldstein and Hill, 2016) we would need to join datasets 

from multiple places and spaces (Kitto et al., 2019). Indeed, joining such datasets opens up a 

number of possibilities for developing models of lifelong personalised learning that put the data 

subject in control of their learning data (Kay, 2008; Kay and Kummerfield, in press). As Broad 

(2018) points out, we miss the mark if we concern ourselves solely with inaccurate or biased 

profiles where flaws arise from the translation of poor human decision making into AIDA. Thus, 

there is a risk – highlighted by our first tension – that profiling and the linking of data will be 
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underused and that we will miss an opportunity to reap its benefits as a society if we do not work 

to explore the ethical constraints that should be put in place around it (Floridi et al., 2018). 

Importantly, if data used in these models is to be ephemeral, then data subjects are quite likely to 

lose their ability to object to inappropriate profiles and resultingly inaccurate decisions, as the 

data used may not be recoverable, let alone used in explicating the reasons for decisions. These 

problems become even more profound when we consider the shift in education towards models 

that explicitly seek to encourage lifelong learning (WEF, 2016). Here, any attempt to make use 

of AIDA that fails to link data from the different stages of a person’s lifetime of education is 

likely to result in inaccurate profiles, and naïve in the personalisation delivered (Feldstein and 

Hill, 2016; Caulfield, 2016).  

Virtue ethics opens up interesting new avenues for addressing these problems, as it helps 

us to understand how people reason about whether we might require building technology that 

collects and links personal data from multiple places and spaces. A PDS that follows a student 

over a lifetime of learning would support the recognition of prior learning, the determination of 

study paths towards new careers as existing sectors of the workforce are automated, and the 

personalisation of learning experiences to each student’s unique history of learning. In contrast, 

an insistence that no personal data be collected, or that it be deleted after every specific data 

analysis, would rule out these potential avenues for helping students to navigate an increasingly 

complex educational environment. Virtue ethics requires the virtuous application of reason, in 

this case to the question of how we navigate our design and build of technology, to support the 

flourishing of others. Which outcome – data deletion or merging – applies such virtuous reason? 

This is not a question that can be answered with our present understanding, and indeed, it is quite 

likely that both scenarios will be appropriate in different contexts. We require a serious 
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consideration of how access to the data in such a store should be controlled, and who would own 

it. Some practitioners might assume that human flourishing would be maximised if the student 

has ownership of such a resource, but many questions still remain. For example, some data is 

required for reporting and core functions of educational institutions and so would need to be 

compulsory accessed from a student’s PDS (e.g. addresses are necessary for contacting students, 

and grades for ensuring that they meet prerequisite requirements). Other data is less essential and 

students could be given more control over how it gets shared. In rushing towards GDPR 

compliance, it is likely that many educational institutions are currently considering a naive 

implementation of the right to be forgotten, without examining the broader implications of what 

other rights would be lost. Similarly, the DELICATE checklist appears to lean towards the 

indiscriminate deletion of data once its immediate use has been satisfied. Such an approach 

respects ethical frameworks grounded in privacy, but fails to acknowledge that alternative 

visions might be possible, and perhaps even desired by large parts of the community. We 

consider it essential that more work be completed in this area to develop strong ethical 

frameworks that might help to guide decisions about the collection, joining and access that 

different parts of an institution has to student data.  

System builders must “join the fray” 

In the previous section we have seen how edge cases can help to draw attention to gaps in 

how the ethical literature generated to date addresses the appropriate use of AIDA in education. 

Many of those engaging in ethical debates on this topic have had little experience in actually 

building scalable LA infrastructure. This means that while concepts such as privacy have been 

well explored in the field, others that are likely to become increasingly important in the future 

have been largely ignored. We need to develop mechanisms for generating a richer debate around 
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the ethics of AIDA in education. For this to occur system builders must be provided with a safe 

space to talk about the ethical quandaries that they confront. Ideally this space would also enable 

ethicists, legal, and policy experts, to collaborate with system builders to address the issues that 

arise in building scalable infrastructure for LA.  

We propose that the field of LA could develop an open database of edge cases concerning 

the use of AIDA in education. Scenarios causing difficulty could be reported in a common format 

by various technical  groups around the world, and emerging protocols for dealing with them 

could be listed. We anticipate that different socio-political domains would lead to markedly 

different approaches, and it would be useful to understand how these differences are emerging 

more globally. Those who are working on the ethical, policy and legal aspects of AIDA in 

education could then work to unpack the various solutions in use, or to pre-empt this work with 

well considered arguments about the implications of each edge case and how we could best 

address them as a community. This would then enable practitioners to respond, perhaps by 

pointing out inconsistencies or weak points in an ethical position from a technical perspective, 

and by listing further scenarios that it fails to address. An important extension to this approach 

would include linking these edge cases to notable public stories or disciplinary action that has 

occurred in various domains when practitioners fail to adapt to public norms about what is 

ethical. As McNamara et al. (2018) have put it   

“one effective way to influence ethical decision making in software development is to help 

developers see the connections between the consequences of their decisions and examples 

of similar newsworthy decisions.”  (p732) 

To implement this approach we have developed a pilot database at CIC which lists the edge cases 

discussed here. It is available at www.ethicalEdges.utscic.edu.au. Currently each entry lists: 

http://www.ethicaledges.utscic.edu.au/
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1. ec_name: Name of edge case 

2. submitter_details: Contact information for the person submitting the edge case in case 

more details are required 

3. description: Brief description of the problem 

4. sector: A clarification about which part of the education sector this edge case refers to 

5. {laws, domain}: A list linking relevant laws in various geographical domains that 

might affect how this edge case is handled by teams in those domains 

6. codes: Links to relevant codes of conduct, checklists and statements by professional 

bodies that might help in designing solutions 

7. tech_solutions: Links to discussions of technical solutions (papers, blogs, code 

repositories, etc.) 

8. ethics_discussions: Links to ethics based discussions which cover some aspect of the 

case (papers, blogs, tweets, etc.) 

9. links_to: Other related edge cases which intersect with this one in some way, 

10. further_discussion: Comments and discussion about the edge case that does not 

presently fit into the above format. 

We encourage other groups from around the world to contribute to this repository of ethical 

practice. New edge cases can be proposed, extra information can be added to existing cases, and 

searches over various tags and fields can be used to find scenarios that need further work. It may 

be that this repository needs to be extended with further fields, but its design makes this possible, 

and the utility of the service will only be as great as the investment that the LA community 

makes to support it. It is our hope that this approach will facilitate a more sophisticated 

discussion of the ways in which AIDA might be ethically applied to education. We hope that 
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solutions such as this will serve to both protect our stakeholders, and to ensure their flourishing 

over a lifetime of learning.  

Conclusions 

Since its inception LA has distinguished itself by paying serious attention to issues 

associated with the ethical use of student data for AIDA. However, this work has been dominated 

by an emphasis upon privacy and how the potential for student harm might be minimised. We 

have sought to emphasise that this might result in the loss of important benefits for our students, 

leading to our first tension regarding the consequential balance of harms and benefits. Much 

attention has been paid to ethical frameworks, and these provide some guidance, however as our 

second tension notes, they offer little support in resolving conflicting principles, and indeed there 

is evidence (discussed in A need for practical ethics) that they are not used well by practitioners. 

These dilemmas are particularly complex given the status of learning analytics as both ‘practice’ 

and ‘research’, and the lack of clarity regarding which ethical standards should apply (per 

tension three). A greater focus is needed on practical approaches to ethics. The focus of virtue 

ethics on the practical reason of virtuous actors, in contrast to consequences or rules, provides a 

useful additional conceptual lens for LA, which may be shared and developed through practical 

edge cases. As people increasingly enter into ever more porous relationships with the education 

sector (Kitto et al., 2019) a virtues based approach helps us to shift focus towards practical action 

and reason in navigating decisions around how to support student learning. 

A pilot database has been constructed that will provide a safe middle space for 

implementing practical ethics in LA. It will enable LA practitioners to propose ethical edge cases 

with which they are currently grappling, and ask for help from other practitioners and experts in 

ethics, law and public policy. We invite all working on using AIDA in education to join the fray, 
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helping to move the debate forwards by working to ensure that AIDA is neither underused, 

overused, or misused in the domain of education. 

 

Statements 

Open data: This paper is not based upon empirical data. It does report upon an open 

access database of ethical edge cases which is available at www.ethicalEdges.utscic.edu.au. 

Anyone wishing to access or contribute to this database can do so via that page.  
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participation of subjects. Accordingly no ethical clearances were obtained for this work.  
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